332

IEEE TRANSACTIONS ON DEPENDABLE AND SECURE COMPUTING,

VOL. 9,

NO. 3,

MAY/JUNE 2012

Detecting Anomalous Insiders in
Collaborative Information Systems
You Chen, Steve Nyemba, and Bradley Malin, Member, IEEE Computer Society
Abstract—Collaborative information systems (CISs) are deployed within a diverse array of environments that manage sensitive
information. Current security mechanisms detect insider threats, but they are ill-suited to monitor systems in which users function in
dynamic teams. In this paper, we introduce the community anomaly detection system (CADS), an unsupervised learning framework to
detect insider threats based on the access logs of collaborative environments. The framework is based on the observation that typical
CIS users tend to form community structures based on the subjects accessed (e.g., patients’ records viewed by healthcare providers).
CADS consists of two components: 1) relational pattern extraction, which derives community structures and 2) anomaly prediction,
which leverages a statistical model to determine when users have sufficiently deviated from communities. We further extend CADS
into MetaCADS to account for the semantics of subjects (e.g., patients’ diagnoses). To empirically evaluate the framework, we perform
an assessment with three months of access logs from a real electronic health record (EHR) system in a large medical center. The
results illustrate our models exhibit significant performance gains over state-of-the-art competitors. When the number of illicit users is
low, MetaCADS is the best model, but as the number grows, commonly accessed semantics lead to hiding in a crowd, such that CADS
is more prudent.
Index Terms—Privacy, social network analysis, data mining, insider threat detection.
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INTRODUCTION

C

OLLABORATIVE information systems (CISs) allow groups
of users to communicate and cooperate over common
tasks. They have long been called upon to support and
coordinate activities related to the domain of “computer
supported and cooperative work” [4], [16]. Recent breakthroughs in networking, storage, and ubiquitous computing
have facilitated an explosion in the deployment of CIS
across a wide range of environments. Beyond computational support, the adoption of CIS has been spurred on by
the observation that such systems can increase organizational efficiency through streamlined workflows [3], shave
administrative costs [15], assist innovation through brainstorming sessions [22], and facilitate social engagement [55].
On the Internet, for instance, the notion of CIS is typified in
wikis, video conferencing, document sharing and editing, as
well as dynamic bookmarking [19].
At the same time, CIS are increasingly relied upon to
manage sensitive information [23]. Intelligence agencies, for
example, have adopted CIS to enable timely access and
collaboration between groups of analysts [8], [9], [41] using
data on personal relationships, financial transactions, and
surveillance activities. Additionally, hospitals have adopted
electronic health record (EHR) systems to decrease healthcare costs, strengthen care provider productivity, and
increase patient safety [34], using vast quantities of personal
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medical data. However, at the same time, the detail and
sensitive nature of the information in such CIS make them
attractive to numerous adversaries. This is a concern
because the unauthorized dissemination of information
from such systems can be catastrophic to both the managing
agencies and the individuals (or organizations) to whom the
information corresponds.
It is believed that the greatest security threat to information systems stems from insiders [42], [44], [48], [52]. In this
work, we focus on the insider threat to centralized CIS
which are managed by a sole organization. A suspicious
insider in this setting corresponds to an authenticated user
whose actions run counter to the organization’s policies.
Various approaches have been developed to address the
insider threat in collaborative environments. Formal access
control frameworks, for instance, have been adapted to
model team [17] and contextual scenarios [6], [27], [39].
Recognizing that access control is necessary, but not
sufficient to guarantee protection, anomaly detection
methods have been proposed to detect deviations from
expected behavior. In particular, certain data structures
based on network analysis [14], [21], [37] have shown
promise. We review these models in depth in Section 5, but
wish to highlight several limitations of these approaches up
front. First, access control models assume a user’s role (or
their relationship to a group) is known a priori. However,
CIS often violate this principle because teams can be
constructed on the fly, based on the shifting needs of the
operation and the availability of the users (e.g., [33]).
Second, the current array of access control and anomaly
detection methods tend to neglect the metainformation
associated with the subjects.
In this paper, we introduce a framework to detect
anomalous insiders from the access logs of a CIS by
leveraging the relational nature of system users as well as
the metainformation of the subjects accessed. The framework
Published by the IEEE Computer Society
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is called the community anomaly detection system, or CADS,
and builds upon the work introduced in [10]. This framework accounts for the observations that, in collaborative
environments, users tend to be team and goal oriented [11].
In this context, an arbitrary user should exhibit similar
behavior to other users based on their coaccess of similar
subjects in the CIS.
There are several specific contributions of this work.
Relational patterns from access logs. We introduce
a process to transform the access logs of a CIS into
dynamic community structures using a combination
of graph-based modeling and dimensionality reduction techniques over the accessed subjects. We
further illustrate how metainformation, such as the
semantics associated with subjects, can be readily
integrated into the CADS framework. We call this
extended framework MetaCADS.
. Anomaly detection from relational patterns. We
propose a technique, rooted in statistical formalism,
to measure the deviation of users within a CIS from
the extracted community structures.
. Empirical evaluation. We utilize a real-world data
set to systematically evaluate the effectiveness of our
anomaly detection framework. In particular, we
study three months of real-world access logs from
the electronic health record system of the Vanderbilt
University Medical Center, a large system that is
well integrated in the everyday functions of healthcare. In lieu of labeled anomalous users, we simulate
insider threat behavior and empirically demonstrate
that our models are more effective in performance
than the state-of-the-art competitive anomaly detection approaches. Our analysis provides evidence
that the typical system user is likely to join a
community with other users, whereas the likelihood
that a simulated user will join a community is low.
Our findings indicate the quantity of illicit insiders
in the system influences which model (i.e., CADS or
MetaCADS) is a more prudent solution.
This paper is organized as follows: in Section 2, we
introduce CADS, the MetaCADS extension, and describe
the specific community extraction and anomaly detection
methods that we developed. In Section 3, we provide a
detailed experimental analysis of our methods and illustrate
how various facets of user behavior influence the likelihood
of detection. In Section 4, we summarize the findings and
discuss the limitations of the model. In Section 5, we present
related research, with a particular focus on insider threat
prevention and detection. Finally, we summarize the work
and propose extensions in Section 6.
.

2

METACADS

This section begins with a high-level overview of the CADS
framework. This is followed by a description of the
empirical methods applied in the framework.

2.1 Overview of Framework
As depicted in Fig. 1, CADS consists of two primary
components: 1) Pattern Extraction (CADS-PE) and 2) Anomaly
Detection (CADS-AD).

Fig. 1. An architectural overview of the CADS framework and the
MetaCADS extension.

One of the challenges in working with CIS access logs is
they do not explicitly document the social structure of the
organization. In recognition of this deficiency, CADS-PE
leverages the relations between users and subjects to infer
communities. To accomplish this derivation, the access
transactions are translated into a tripartite graph of users,
who are mapped to subjects, who are mapped to semantic
categories. This structure is transformed into a relational
network of users, the edges of which are weighted by the
similarity of subjects and categories accessed. The network
is decomposed into a spectrum of patterns that represents
the user communities as probabilistic models.
CADS-AD compares the behaviors of the users to the
communities inferred by CADS-PE. Users found to
deviate significantly from expected behavior are considered to be anomalous. To accomplish this assessment, the
users are projected onto the spectrum of communities to
compute the distance between each user and their
neighbors in the network. The greater the distance
between the user and their neighbors, the greater the
likelihood that the user is anomalous.
The remainder of this section describes how each of these
components is constructed in greater depth.

2.2 Notation
To formalize the problem, we use the following notation.
Let U, S, and G be the set of users, subjects, and categories
to which a subject can belong in the CIS, respectively. Let
DB be a database of access transactions, such that db 2 DB
is a tuple of the form hu; s; G0 ; timei, where u 2 U, s 2 S,
G0  G, and time is the timestamp associated with the
access. We use cardinality j  j to represent the number of
elements in a set.
2.3 Pattern Extraction
CADS-PE infers communities from the relationships observed between users and subjects’ records in the CIS access
logs. The community extraction process consists of two
primary steps: a) construction of the user-subject access
network and b) user community inference. The MetaCADS
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the inverse document frequency (IDF) model, popularized
by information retrieval systems and shown to be effective
for weighting the affinity of individuals to subjects in
friendship networks [1].
Based on this observation, A is transformed into matrix
jSj
AI , where a cell in AI is defined as AI ði; jÞ ¼ log 1þCðj;jÞ
, such
T
that C ¼ A A. This matrix models the affinity of a user to a
subject relative to all subjects in the system. The less subjects
that a user accesses, the greater the affinity of the user to these
subjects.
For subjects and categories, MetaCADS builds matrices B
and BI , which are similarly derived from A and AI .

Fig. 2. An illustration of the differences between CADS and MetaCADS.

extension incorporates two additional steps into the
process: c) construction of the subject-category assignment
network, and d) complex category inference. These steps are
performed prior to user community inference.

2.3.1 Network Construction
The extraction process begins by mapping T onto a
tripartite graph, an example of which is depicted in Fig. 2.
The graph represents the amalgamation of the user-subject
access network and the subject-category assignment network.
In the former, an edge represents that a user accessed the
subject’s record. In the latter, an edge represents that the
subject’s record is assigned to a particular category.
For an arbitrary time period, the information in this
graph is summarized in two binary matrixes A and B of
size jSj  jUj and jGj  jSj, respectively.1 Aði; jÞ ¼ 1 when
uj accesses si , and 0 otherwise. Bði; jÞ is defined similarly
for subjects and categories.
Prior research in social network analysis (e.g., [1], [11])
suggests it is important to represent the affinity that a user
has toward a particular subject when assessing the
similarity of a group. There are various aspects of a user’s
relationship to subjects that could be leveraged for
measuring similarity. To mitigate bias and develop a
generic approach, we focus our attention on the number
of subjects a user accessed. Using this feature, we employ
1. The matrix is binary because the number of accesses to a particular
subject can be artificially inflated due to system design. For instance, in an
EHR, a user may access different components of a patient’s medical record,
such as a laboratory report then a progress note, but each view constitutes
an “access.”

2.3.2 Complex Category Inference
In prior anomaly detection models, communities are based
on the access network at one time only. This is appropriate
when the set of users in the system is static and collaborate
over distinct subjects. However, in a CIS, the set of users (e.g.,
care providers) and subjects (e.g., patients) are constantly
rotating through the system and represent a varying set of
semantic categories (e.g., diagnoses). Thus, an anomaly
detection should account for the dynamic nature of the
system and the semantics of the subjects.
As such, MetaCADS extends CADS with a second spectral
decomposition of the system, this time on the assignment
network. This is accomplished by applying singular value
T
 B
, where
decomposition2 (SVD) on the covariance matrix BjSj1
B is the centered version of BI , such that
PjSj
ðBI ði; kÞÞ
B ði; jÞ ¼ BI ði; jÞ  k¼1
:
jSj
The assignment network is thus decomposed into !T ,
where ! and  are orthonormal matrices, and  is a matrix
with eigenvalues 1 ; 2 ; . . . ;  on the diagonal and zeros
elsewhere. We use  ¼ minðjSj; jGjÞ to represent the
number of principal components in the system. The size
of T is   jGj and, each row of this matrix is a principal
component, which we refer to as a complex category.

2.3.3 Community Inference
To infer user communities, CADS performs a spectral
decomposition on a relational model of the users, which
MetCADS extends to include complex categories. In
preparation for the decomposition, CADS builds a matrix
R ¼ AI T AI , which is based on the access network. By
contrast, MetaCADS extends the model to incorporate the
assignment network, where R ¼ ðAI T AI ÞðAI T ðT BI ÞT Þ, such
that the ith row is the projection of user ui over the relational
system.
Since users are represented as vectors, CADS uses cosine
as the similarity measure and stores
the results in a
Ri Rj T
b such that Rði;
b jÞ ¼
matrix R,
T
T , where Rx is the
ðRi Ri ÞðRj Rj Þ
xth row vector in R.
b RbT
R
, where
CADS applies SVD over the covariance matrix jUj1
b In doing so, R
b is represented as
b is the centered version of R.
R
b has eigenvalues b1 ; b2 ; . . . ; b on the diagonal
b T , where 
bb
!
and zeros elsewhere. We use  ¼ minðjUj; jSj; jGjÞ to represent the number of principle components. Recognizing that a
2. We leverage SVD because it is useful for large sparse matrices [46],
which tend to arise in CIS.
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Fig. 3. Example network with clusters , , and .

certain portion of the decomposition corresponds to noise,
CADS retains only the most informative principle components. Specifically, it retains the l principle components, such
that
!2
Pl b
i¼1 i
 ;
ð1Þ
arg min Ph
bj
l2½1;
h
j¼1

where  is a prespecified threshold.
b is projected into the new space to
At this point, R
b This matrix implies the structure
generate matrix Z ¼ bT R.
of the user communities, which CADS uses as the core
patterns for anomaly detection.

2.4 Anomaly Detection
CADS-AD predicts which users in the CIS are anomalous by
e) discovering a user’s nearest neighbors and f) calculating
the deviation of each user from their neighbors.
2.4.1 Nearest Neighbor Discovery
To search for the k-nearest neighbors (KNNs) of a user, we
adopt a modified euclidean distance. This measure weights
the principal components proportionally to the amount of
variance they cover in the system. These distances are
stored in a matrix DIS of size jUj  jUj, where
vﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
!ﬃ
u l
uX bq ðZðq; iÞ  Zðq; jÞÞ2
;
DISði; jÞ ¼ t
Pl b
q¼1
x¼1 x
indicates the distance between ui and uj .
Using this measure, we determine an appropriate value
for k. This is accomplished by leveraging the network
community profile (NCP), a characterization of community
quality based on its size [29], [30]. In particular, k is set to
the value that minimizes NCP as defined in Algorithm 1.
Algorithm 1. Minimization of the network community
profile
Input: DIS, a distance matrix
Output: k, the number of nearest neighbors
1: k
jUj {Initialize to all possible neighbors}
2: for i ¼ 1 to jUj do
3:
N ¼ fg
4:
for j ¼ 1 to jUj do
5:
N
N [ i  nnj
{the i-nearest neighbor network for user uj }
6:
end for
7:
for j ¼ 1 to jUj do
8:
if ðgj ; N; iÞ < k then

Fig. 4. An illustration of the influence of radius size in nearest neighbor
sets on anomaly detection.

9:
k
i {the conductance function}
10:
end if
11: end for
12: end for
Here, corresponds the conductance, a measure designed
to characterize network quality [24], [45]. Formally, let N
be defined as in Line 5 of Algorithm 1 and let H be the
union of the elements in N (i.e., the union of nodes and
edges in the nearest neighbor networks). Then, for a
subgraph g ¼ ðng ; eg Þ 2 N, conductance is defined as
ðgÞ ¼

Ng
;
minðV olðgÞ; V olðH n gÞÞ

where Ng denotes the size of the edge boundary
Ng ¼ jðy; zÞ : y 2 ng ; z 62 ng j;
and
V olðgÞ ¼

X

degðyÞ;

y2ng

such that degðyÞ is the degree of node y.
For illustration, Fig. 3 depicts a small cellular network of
Fig. 2 . When the community size is set to 2, 3, and 4 vertices,
there are three corresponding clusters: , , and
with
2
, respectively. Notice,
ðÞ ¼ 24 ; ðÞ ¼ 17 ; ð Þ ¼ minf4;10g
ðÞ < ðÞ ¼ ð Þ, which implies that the set of vertices
in  exhibits stronger community structure than those in 
and .

2.4.2 Measuring Deviation from Nearest Neighbors
The radius of a user ui is defined as the distance to its
kth nearest neighbor excluding itself. Specifically, the
radius of ui is ri ¼ sortðDISði; :ÞÞði; k þ 1Þ, where sort is a
function that ranks distances in increasing order from
smallest to largest. Users are thus characterized as a
vector of radius r ¼ ½r1 ; r2 ; . . . ; rjUj  and set of neighbors
knn ¼ ½knn1 ; knn2 ; . . . ; knnjUj . The smaller the radius, the
higher the density of the user’s network.
Anomalous users cannot be detected through radius
alone and direct application of such a measure can lead to
undesirable results. Consider, in Fig. 4, user uy and the
users in cluster F can be correctly classified as anomalous
based on their radius. In contrast, we would fail to detect ux
as an anomaly because it has a smaller radius in comparison
to nodes in the F area. This bias is due to a reliance on raw
magnitudes and thus we normalize the system. Rather than

336

IEEE TRANSACTIONS ON DEPENDABLE AND SECURE COMPUTING,

use raw radius, we calculate the deviation of a node’s
radius from those of its k-nearest neighbors to assess the
degree to which it is anomalous.
For a user ui , we calculate the deviation of their radius as
sP
ﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
Þ2
uj 2knni ðrj  r
;
Devðui Þ ¼
k1
P
where r ¼ uj 2knni rj =ðkÞ. Turning back to Fig. 4, the radius
deviations of the nodes in area E are much smaller than
those in F , such that the deviation of node ux is much larger
that uy . Our hypothesis is that normal users are likely to
exhibit significantly smaller radius deviation scores than
abnormal users.
Returning to the running example, the bottom of Fig. 2
depicts the deviations and two nearest neighbors for each
user in the system. Notice that u1 , u3 , and u6 receive larger
deviation scores in CADS than they do in MetaCADS.

3

EXPERIMENTS

3.1 Anomaly Detection Models
There are alternative anomaly detection models that have
been proposed in the literature. Thus, in addition to CADS
and MetaCADS, we evaluate three of the most related
models. The first two are based on supervised classification
and assume there exists a training set of anomalous and
nonanomalous user class labels, whereas the final model is an
unsupervised heuristic. For each of these models, we treat
real and simulated users as nonanomalous and anomalous,
respectively.
.

.

.

k-nearest neighbors [31]. This model predicts the
label for a user based on their k-nearest neighbors in
the training set. The labels are weighted based on the
cosine similarity of each neighbor to the user. For
this work, we measure similarity via the vectors of
the AI matrix.
Principle components analysis (PCA) [47]. This
model predicts if a user is closer to normal or
abnormal users according to the weighted principal
components model. The components are derived
from the AI matrix.
High volume users (HVUs) [5]. This model is based
on a rule invoked by privacy officials at several
healthcare providers. It ranks users based on the
number of subjects they accessed. The greater the
number of subjects accessed, the higher the rank.

3.2 EHR Access Log Data Set
StarPanel is a longitudinal electronic patient chart developed and maintained by the Department of Biomedical
Informatics faculty working with staff in the Informatics
Center of the Vanderbilt University Medical Center [18].
StarPanel is ideal for this study because it aggregates all
patient data as fed into the system from any clinical domain
and is the primary point of clinical information management. The user interfaces are accessible on the medical
center’s intranet and remotely accessible via the Internet.
The system has been in operation for over a decade, is well
integrated into the daily patient care workflows and
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TABLE 1
Basic Statistics of the EHR Data Set

healthcare operations, and illustrates collaborative behaviors [33]. In all, the EHR stores over 300,000,000 observations on over 1.5 million patient records.
We analyze the access logs of three months from the year
2010. When possible, the logs are embellished with
diagnostic billing codes assigned to the patient after the
visit to their healthcare provider. Access transactions are
represented as huser, patient, date, diagnosis codesi. These
transactions were divided into two parts: 1) user-patient
access transactions of the form huser, patient record, datei and
patient-diagnosis transactions of the form hpatient record,
diagnose code, datei. There are 863,733 access transactions
and 520,598 diagnosis transactions in the analyzed data set.
For simplicity, we refer to this as the EHR data set. For the
experiments, we treat the patient records as subjects and the
diagnosis codes as categories. We evaluate the anomaly
detection models on a daily basis and report on the average
performance.
The summary statistics of the EHR data set are depicted in
Table 1. We observe the access network and assignment network
in this data set are very sparse. For an arbitrary weekday,
there are 1,006 patients, 4,208 users, 1,482 diagnosis codes,
4,609 diagnosis transactions, and 22,014 access transactions.
22014
, or 0.5 percent of the possible
In other words, only 42081006
4609
or 0.3 percent of the possible
user-patient edges and 10061482
patient-diagnosis edges were observed.

3.3 Deviation Score Distributions
Fig. 5 provides an example of the deviation score distributions of MetaCADS and CADS on an arbitrary day of
accesses in the EHR data set (see Section 3.2). There are
several important aspects of the relationship between
MetaCADS and CADS that we wish to highlight.
First, the figure indicates that MetaCADS and CADS
have significantly different distributions. In particular,
MetaCADS exhibits larger deviations than CADS, which
is a result of combining the access network and assignment
network relations. This combination tends to lead to larger
user communities.
Second, most users access only a small number of
subjects. For instance, it is rare to see a user access more
than 100 subjects.
Third, the majority of users’ deviations are relatively
small. Nearly 98.7 percent of the users receive a deviation
score less than 0.2 in MetaCADS, and less than 0.04 in CADS.
In contrast to CADS, users with large deviations in the
MetaCADS model are significantly farther from users with
smaller deviations. For instance, in MetaCADS, most users’
deviations are less than 0.2, which is nearly four times
smaller than the largest deviation of 0.7. In CADS, however,
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Fig. 6. The NCP plot of network in the EHR data set.

total number of users, which we refer to as the mix rate
(e.g., five percent implies 5 out of 100 users are simulated).
Each of the simulated users access an equivalent-sized set of
random subjects’ records.
Sensitivity to diversity. The third setting investigates a
more diverse environment. In this case, we set the mix rate
of simulated users and the total number of users as 0.5 to
five percent. In addition, we allow the number of patients
accessed by the simulated users to range from 1 to 150 in the
EHR data set.

Fig. 5. Distribution of user deviations on an arbitrary day in a real EHR
data set.

most deviations are less than 0.04, which is approximately
two times smaller than the largest score of 0.1.

3.4 Simulation of Users
One of the challenges of working with real data from an
operational setting is that it is unknown if there is abnormal
behavior in the data set. Thus, to test the performance of the
models, we designed an evaluation process that mixes
simulated users with the real users of the EHR data set. We
worked under the assumption that an anomalous user
would not exhibit steady behavior. We believe that such a
behavior is indicative of users that access patient records for
malicious purposes, such as identity theft.
The evaluation is divided into three types of settings.
Sensitivity to number of records accessed. The first
setting investigates how the number of subjects accessed by
a simulated user influences the extent to which the user can
be predicted as anomalous. In this case, we mix a lone
simulated user into the set of real users. The simulated user
accesses a set of randomly selected subjects, the size of
which ranges from 1 to 120.
Sensitivity to number of anomalous users. The second
setting investigates how the number of simulated users
influences the rate of detection. In this case, we vary the
number of simulated users from 0.5 to five percent of the

3.5 Setting the Neighborhood Parameter
The community-based models incorporate a parameter k to
modulate the community size. This parameter was tuned
empirically using the network community profile. For (1),
we set  ¼ 0:8. This is based on [46], which showed this
value allows for reconstruction of the original network with
minimal information loss. The result is depicted in Fig. 6,
where it can be observed that NCP is minimized at six
neighbors.
For illustration purposes, Fig. 7 depicts the social network
based on six-nearest neighbors from an arbitrary day of the
study. Informally, it appears that most of the users exhibit
community structures. For a more empirical perspective, we
calculated the cluster coefficient [36] for every user, which
yielded an average clustering coefficient 0.48. This score is
significantly larger than the clustering coefficient of nearest
neighbor networks that are generated randomly. We simulated such random networks and observed an average
clustering coefficient of 0.001. This observation suggests that
users in six-nearest neighbor networks are acting in a
collaborative manner.
3.6 Detection Performance Metrics
We measure the performance of the models using the
receiver operating characteristic (ROC) curve. This is a plot
of the true positive rate versus false positive rate for a
binary classifier as its discrimination threshold is varied.
The area under the ROC curve (AUC) reflects the relationship between sensitivity and specificity for a given test. A
higher AUC indicates better overall performance. In the
final two simulation settings, we report on the average AUC
per simulation configuration.
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Fig. 9. The CADS deviation scores of real and simulated users as a
function of number of subjects accessed.

Fig. 7. The six-nearest neighbor network for all users in an arbitrary day
of the EHR data set.

3.7

Results

3.7.1 Varying Number of Accessed Subjects
The first set of experiments focus on the sensitivity of
anomaly detection models. To begin, we mixed a single
simulated user with the real users. We varied the number of
subjects accessed by the simulated user to investigate how
volume impacts the deviation score and the performance of
the anomaly detection models in general. For illustration,
the MetaCADS and CADS deviation scores for the
simulated users in the EHR data set are summarized in
Fig. 8 and Fig. 9 respectively.

Fig. 8. The MetaCADS deviation scores of real and simulated users as a
function of number of subjects accessed.

Notice that when the number of subjects accessed by the
simulated users is small, the deviation score is low as well.
However, when the number of subjects accessed is larger
than 20, the deviation scores of simulated users increase
significantly. This is because users with a small number of
accesses do not provide sufficient information for MetaCADS to appropriately characterize their access behaviors.
Next, we set out to determine when the deviation score is
sufficiently large to detect the simulated user in the context
of the real users. Fig. 10 shows how the number of subjects
accessed by the simulated user influences the performance
of the anomaly detection models. When the number of
accessed subjects for the simulated user is small (e.g., one),
it is difficult for all of the models to discover the user via the
largest deviation score. This is expected because all of the
models, except for HVU, are evidence-based. They need to
accumulate a certain amount of statistical evidence before
they can determine that the actions of the user are not the
result of noise in the system.
The performance of all models generally increase with
the number of subjects accessed. However, the performance
gain is relatively minor for the classification models; i.e.,
KNN and PCA. The false positive rate of these models is
never lower than 0.4, even when the number of subjects
accessed is greater than 100. By contrast, the false positive

Fig. 10. False positive rate of detection for a simulated user with an
increasing number of accessed subjects.
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TABLE 2
AUC Scores (þ= One Standard Deviation)
of the Detection Models on Different Rates

rates of HVU, CADS, and MetaCADS drop significantly. By
the point at which 10 subjects are accessed, HVU achieves a
false positive rate of approximately 0.1 and CADS and
MetaCADS are below 0.02. When the number of accessed
subjects is greater than 30, HVU consistently achieves the
lowest false positive rate. This is because, as shown in Fig. 5,
the majority of the real users access less than 30 subjects per
day. Nonetheless, it is apparent that both MetaCADS and
CADS achieve very low false positive rates when attempting to detect a single simulated user. Moreover, MetaCADS
consistently achieves a smaller false positive rate than
CADS. We believe this is because the assignment network
facilitates a stronger portrayal of real users’ communities
than the access network in isolation.

3.7.2 Varying Number of Intruding Insiders
In order to assess how the number of simulated users
influences the performance of the five models, we conducted
several experiments when the number of simulated users
was randomly generated. In these experiments, the number
of subjects accessed by the simulated users was fixed at 5.
We chose this number to simulate evasive maneuvering. By
setting the number of subjects accessed to this level, we
simulate users that attempt to avoid triggering the high
volume rule. The mix rate of simulated users was varied
from 0.5 to five percent.
The AUC scores for the models are summarized in Table 2
and there are several notable observations. First, it is evident
that HVU exhibits the worst performance in this setting. This
is unsurprising because there are many real users that access
more than five subjects in the system. Second, as in the
previous set of experiments, the supervised classification
models (i.e., KNN and PCA) exhibit significantly worse
performance than the unsupervised relational models (i.e.,
CADS and MetaCADS). Third, when the number of
simulated users is low (i.e., 0.5 percent), MetaCADS yields
a slightly higher AUC than CADS (0.92 versus 0.91). This
observation is in accordance with our results from the first
experiment in which a single simulated user is mixed into the
real system. However, as the number of simulated users
increases, CADS clearly dominates MetaCADS. Specifically,
the performance rate of CADS increases from 0.91 to 0.94,
while MetaCADS decreases from 0.92 to 0.87. We believe this
is because when the number of simulated users increases,
they have more frequent categories in common. In turn, these
categories enable simulated users to form more communities
than those based on subjects along, thus lowering their
deviation scores. This is an interesting observation because it
suggests that if the number of intruding insiders is expected
to constitute a significant number of users, the anomaly
detection model will benefit from neglecting the categories
associated with the accessed subjects.

Fig. 11. MetaCADS deviation scores of the real and simulated users as
a function of number of subjects accessed. This system was generated
with a mix rate of 0.5 percent and five subjects accessed per simulated
user.

Fig. 11 depicts the distributions of deviation scores for
MetaCADS at mix rate of 0.5 percent. It can be observed that
when the threshold of the deviation score is set to 0.3, most of
the simulated users are detected with a low false positive
rate. Similarly, Fig. 12, depicts CADS at a mix rate of two
percent, where it can be seen that a threshold of 0.6 provides
relatively strong detection capability.

3.7.3 Varying Number of Simulated User and Accessed
Subjects
In this experiment, we simulated an environment in which
the system varied in the types of intruders to compare the
anomaly detection models. Specifically, we allowed both
the number of simulated users and the number of subjects
accessed by the simulated users to vary. The mix rate
between simulated users and the total number of users was
varied between 0.5 to five percent and the number of
subjects accessed per simulated user was selected at
random between 1 and 150.
The ROC curves of the models for three mix rates are
depicted in Fig. 13 and the AUC scores are depicted in
Table 3. There are several findings to recognize. First, as in

Fig. 12. CADS deviation scores of the real and simulated users as a
function of number of subjects accessed. This system was generated
with a mix rate of two percent and five subjects accessed per simulated
user.
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Fig. 14. MetaCADS deviation scores of real and simulated users as a
function of the number of subjects accessed. This system was
generated with a mix rate of 0.5 percent and a random number of
subjects accessed per simulated user.

Fig. 15. CADS deviation scores of real and simulated users as a function
of the number of subjects accessed. This system was generated with a
mix rate of two percent and a random number of subjects accessed per
simulated user.

Fig. 13. Comparison of the detection models at several mix rates. The
number of accessed subjects for simulated user is random.

TABLE 3
AUC Scores (þ= One Standard Deviation)
of the Detection Models on Different Rates

the previous experiment, it can be seen that the performance
of the supervised classification models is significantly worse
than the unsupervised models. The supervised models

consistently have a lower true positive rate at all operating
points. Second, unlike the previous experiment, HVU
achieves comparable results to the supervised classification
models. This is due to the fact that this model is correctly
characterizing the intruders that access a larger number of
records. Third, with respect to AUC, we observe the same
trend as earlier regarding the dominance of the unsupervised models as a function of the mix rate. Specifically,
MetaCADS dominates when the mix rate is low, but CADS
dominates when the mix rate is high. Notably the disparity
between MetaCADS and CADS is more pronounced at the
low mix rate (0.91 versus 0.88) in this setting than in the
previous setting. However, at lower false positive operating
points, CADS appears to dominate MetaCADS.
Figs. 14 and 15 depict the MetaCADS and CADS
deviation scores for real and simulated users as a function
of the number of subjects accessed in an arbitrary day of the
EHR data set. The mix rate was set to 0.5 percent for
MetaCADS and two percent for CADS.

4

DISCUSSION

To detect anomalous insiders in a CIS, we proposed CADS,
a community-based anomaly detection model that utilizes a
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relational framework. To predict which users are anomalous, CADS calculates the deviation of users based on their
nearest neighbor networks. We further extended CADS into
MetaCADS to incorpate the semantics of the subjects
accessed by the users. Our experimental evaluation suggests that unsupervised relational models exhibit better
performance at detecting anomalous users in collaborative
domains than supervised models. Moreover, the AUC
suggests that MetaCADS may have better effectiveness
than CADS when the rate of intruding users to real users is
low (e.g., 0.5 percent). We further note that the relational
models are generic and should be capable of inferring the
collaborative behavior of users in many settings.
At the same time, there are several limitations of this
study that we wish to point out, which we believe can serve
as a guidebook for future research on this topic.
First, we believe our results are a lower bound on the
performance of the anomaly detection methods evaluated
in this paper. This is because, in complex collaborative
environments such as EHR systems, we need to evaluate
the false positives with real humans, such as the privacy
officials of a medical center. It is possible that the false
positives we reported were, in fact, anomalous users. This is
a process that we have initiated with officials and believe it
will help further tune the anomaly detection approach.
Second, the performance of MetaCADS is sensitive to the
number of simulated users and the number of subjects
accessed. If intruding users access a large number of common
subjects, or common categories, they tend toward larger
communities. This will allow intruders to hide in the system,
such that MetaCADS may fail to detect them. Our experimental findings suggest that MetaCADS is more sensitive to
this phenomenon than CADS when the number of simulated
intruding users is high. This is due, in part, to the fact that as
the number of intruding users access a large number of
subjects grows, the intruders will access common concepts.
Thus, the relations of these users will be closer in MetaCADS
than they are in CADS.
Third, this work did not incorporate additional semantics
that may be known for users that could be useful in
constructing more meaningful patterns. For instance, the
anomaly detection framework could use the “role” or
“departmental affiliation” of the EHR users to construct
more specific models about the users [56]. We intend to
analyze the impact of such information in the future, but
point out that the goal of the current work was to determine
how the basic information in the access logs and metainformation for the subjects could assist in anomaly detection. We
are encouraged by the results of our initial work and expect
that such additional semantics may improve the system.
Fourth, in this paper, we set the size of the communities
to the users’ k nearest neighbors, but we assumed that k was
equivalent for each user in the system. However, it is known
that the size of communities and local networks is variable
[30]. As such, in future work, we intend on parameterizing
such models based on local, rather than global, observations.
Finally, CADS aims to detect anomalous insiders that
access subjects at random, but this is only one type of
anomalous insiders. As a result, CADS may be susceptible
to mimicry attacks if an adversary has the ability to game
the system by imitating group behavior or the behavior of
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another user. Moreover, there are many different types of
anomalies in collaborative systems, each of which depends
on the perspective and goals of the organization. For
instance, models could be developed to search for anomalies at the level of individual accesses or sequences of events
[11]. We aim to design models to integrate our approach
with others in the future.

5

RELATED WORK

In general, there are two types of security mechanisms that
have been designed to address the insider threat. The first is
to prevent illicit activity by modeling access rules for the
system and its users. The second is to detect illicit activity
post hoc by reviewing patterns of user behavior. In this
section, we review prior research in these areas and relate
them to the needs and challenges of CIS. We recognize that
information leakage may transpire when information is
shared between organizations, in which case trusted
computing (e.g., [2]) and digital rights management frameworks (e.g., [32]) may be feasible solutions. However, in this
work, our focus is on the threats posed by authenticated
individuals in a single organization.

5.1 Prevention of the Insider Threat
Formal access control frameworks are designed to specify
how resources in a system are made available to authenticated users. Most access control frameworks determine if a
request to the system is permitted based on a set of static
predefined rules. Access control frameworks have been
extended to address complex workflows by accounting for
teams [17], tasks [38], [51], and contextual cues [39]. These
frameworks assume the system is static and can be clearly
modeled, but the dynamic nature of modern CIS make it
difficult to apply these principles in such a setting. Additionally, collaborative systems require a much broader definition
of context, and the nature of collaboration cannot always be
easily partitioned into tasks associated with usage counts.
A potential way to account for the fluid nature of modern
organizations is experience-based access management (EBAM)
[20]. The goal of EBAM is to evolve an access control
configuration based on patterns extracted from the system’s
audit logs. It was recently shown that EBAM can be applied
to refine role definitions in an EHR based on differential
invocation of features such as “reason” for access and
“service” provided to the patient [56]. Alternatively, there
have been various investigations into role mining [26], [35],
[54], which automatically (re)groups users based on the
similarity of their permissions sets [53]. These approaches are
in their infancy, however, and it is not clear how stable they
are across time periods.
Moreover, we wish to note that access control and role
engineering is complicated by the fact that not all users are
equally trustworthy. Based on this observation, there have
been some investigations into combining trust management
models with access control frameworks [7], [12], [13], [28].
These approaches assign users to roles based on their level of
trust. At the present time, there is little evidence regarding
how such approaches can be applied in real systems. Yet,
there is concern that these models require complex calculations and may consume more resources than available in the
context of evolving systems.
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In many instances, access control systems provide users
with the opportunity to “break-the-glass” when they do not
have sufficient access rights. However, this approach is only
feasible when the number of broken glass instances (i.e.,
policy exceptions) is relatively small. However, there is
evidence to suggest that the complexity of CIS, such as
EHRs, result in broken glass as the norm, rather than the
exception. As an example, we refer to a break-the-glass
model which was piloted in a consortium of hospitals in the
Central Norway Health Region [42]. In this instance, users
were assigned to an initial set of privileges and could invoke
break-the-glass. However, in this study, users accessed
approximately 54 percent of 99,352 patients’ records
through break-the-glass in a single month and 43 percent
of the 12,258 users invoked the right. Overall more than
295,000 break-the-glass instances were logged. Clearly, this
is more cases than an administrator can review and indicates
that automated auditing strategies are still necessary.

5.2 Detection of the Insider Threat
The previous set of approaches strive to define “zones” in
which a user can access and act upon subjects in a system.
However, users can commit illicit actions in the zones in
which they are entitled to function. In this case, there are
mainly two classes of malicious insiders [48]: 1) masqueraders and 2) traitors. The masqueraders are the most
familiar example of an insider. They have little knowledge
of the system and the anticipated behavior. They may be a
user that searches for knowledge to exploit or they may be
users whose accounts have been compromised. Traitors on
the other hand have complete knowledge of the system and
its policies. A traitor may exhibit normal behavior and still
perpetrate malicious acts.
The problem studied in this paper is akin to that of
detecting masqueraders. Several notable approaches have
been proposed to address this type of intruder. The first is
nearest neighbor anomaly detection techniques [31], [40],
[49], [50], which are designed to measure the distances
between instances by assessing their relationship to “close”
instances. If the instance is not sufficiently close, then it may
be classified as an anomaly. However, social structures in a
CIS are not explicitly defined and need to be inferred from
the utilization of system resources. If distance measurement
procedures are not tuned to the way in which social
structures have been constructed, the distances will not
represent the structures well. Our experimental results
confirm this notion.
The second approach is based on spectral anomaly
detection. This approach estimates the principal components from the covariance matrix of the training data of
“normal” events. The testing phase involves the comparison
of each point with the components and assigning an
anomaly score based on the point’s distance. The model
can reduce noise and redundancy, however, collaborative
systems are team oriented, which can deteriorate performance of the model as our experiments demonstrate.
The discovery of traitors is a different challenge because
it requires the detection of subtle and significant changes
from a user’s normal behavior. Yet, this is an area ripe for
new research and several approaches have been recently
proposed to address this type of insider threat [5], [11], [25].
The most recent is also based on social networking [11].
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This model constructs a subject-specific graph, which
contains all users acting upon a particular subject (i.e., the
local network). This model then inquires how the similarity
of this network is affected by the removal of certain users. It
was shown that large changes of similarity can imply illicit
actions. However, it was shown that local networks are
more adept at detecting such actions than all users (i.e., the
global network), which is crucial to CADS.

6

CONCLUSIONS

To detect anomalous insiders in a CIS, we proposed CADS,
a community anomaly detection system that utilizes a relational
framework. To predict which users are anomalous, CADS
calculates the deviation of users based on their nearest
neighbor networks. We further extended CADS into
MetaCADS to incorpate the semantics of the subjects
accessed by the users.
Our model is based on the observation that “normal”
users tend to form communities, unlike illicit insiders. To
evaluate the performance of our model, we conducted a
series of experiments that compared our framework with
the state-of-the-art anomaly detection methods for CIS
systems. In the experiments, we mixed simulated users
with the real users of a real electronic health record system.
Our results illustrated that the community-based models
exhibited better performance at detecting simulated insider
threats. The evidence further suggested that MetaCADS is
the best model when the number of intruders is relatively
small, but that CADS dominates when the number of
intruders increases. Since the framework is an unsupervised
system, we believe it may be implemented in real time
environments with offline training. There are limitations of
the system; however, and in particular, we intend to
validate and improve our system with adjudication through
real human experts.
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